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1 Deep learning, backpropagation and convolutional
neural networks - Summary

Introduction. The field of Deep learning is a subset of Machine learning which focus on
particular computational models known as Deep neural networks. Deep neural networks
have been the center of attention in Machine learning lately, establishing new state
of the art results in many machine learning subjects, such as computer vision, speech
recognition and playing games. This success is certainly due to the capacity of deep
neural networks to learn to extract relevant features from the data without the need
of human intervention. Deep neural networks are inspired by what we believe is the
way the biological neural networks process information. One way to talk about deep
learning is to draw a direct parallel between artificial neural networks and biological
neural networks, though keep in mind that this comparison has its limits (one might
also describe deep learning only in terms of linear algebra and optimization). The basic
unit of computation in a neural network is the neuron.

Figure 1 – A formal neuron

One neuron receives information (inputs) from other neurons via connexions (sy-
napses), process the information he received and then send information to other neurons
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(output). Each connexion between neurons has an associated weight, which is assigned
on the basis of its role and relative importance. A formal neuron typically computes the
weighted sum of its inputs and then apply an activation function to this weighted sum
to get its output. A typical activation function preserves the information (high weighted
sum results in high activation and conversely) but squeezes it in some interval. One

example of activation is the sigmoid function σ : R →]0, 1[
x 7→ 1

1+e−x

.

Figure 2 – The sigmoid function

So suppose we have a neuron with a sigmoid activation function σ with inputs from
two neurons. Say the neuron receives inputs x1 via a connexion of weight w1 and x2 via
a connexion of weight w2. Then the output of this neuron will be σ(x1 ∗ w1 + x2 ∗ w2).
A deep neural network is simply a stack of formal neurons arranged in a particular

way. We call layer a stack of neurons, and we call neural network a set of interconnected
layers. Within most neural network architecture, there are connections from the ith layer
to the (i+1)th layer, and eventually recurrent connexion from the ith layer to itself. A
deep neural network is a neural network with more than two layers : one input layer
where the data is presented to the network, one or more hidden layers, and one output
layer where the network present the results of its computation. The information flows
from the input layer, through all the hidden layer one layer by one layer, and then to
the output layer.
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Figure 3 – A deep neural network

Backpropagation and learning. Training a neural network is the action of modi-
fying parameters of the network (mainly weights between neurons) in order to enhance
its performance on a particular task. We often say that the network learn to perform
a task. The backpropagation algorithm is an algorithm to train a neural network. This
particular algorithm is a supervised learning algorithm, meaning that it learns from
labeled datasets. In simple terms, the backpropagation algorithm is like "learning from
mistakes". We present the network with an input, and we know what output the network
should compute. We then compare the output of the network to the desired output and
compute the error of the network. We then "backpropagate" the error to the previous
layers, which is to say that knowing the error in each neuron of layer i, we compute the
"involvement" on this error of each neuron in the layer (i-1). The weight of the connexions
is updated accordingly to the layer error. This whole process is then repeated until the
performance of the network are sufficient, and the network is ready to be tested on new
data (that is not on the training set).

I strongly recommend you to read Chapter 2 of the book "Neural Networks and Deep
Learning" by Michael Nielen if you want a deeper understanding of backpropagation. I
will summarize it here. Suppose we have a network of L layers, weights from layer l-1
to layer l are denoted by wl and activation value of the layer l are denoted by al, the
activation function is the sigmoid function σ. Suppose that we compute the error of the
output layer via a cost function C.
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Backpropagation is about understanding how changing the weights and biases in a net-
work changes the cost function. Ultimately, this means computing the partial derivatives

∂C
∂wl

jk

. We first have to introduce the quantity δl
j, which represents the error of the jth

neuron in the lth layer. Backpropagation will give us a procedure to compute the error
δl

j, and then will relate δl
j to ∂C

∂wl
jk

.
Backpropagation is governed by three equations :

An equation for the error in the output layer,δL :
δL = ∇aC � σ′(zL) (BP1)

An equation for the error δl in terms of the error in the next layer, δl+1 :
δl = ((wl+1)T δl+1)� σ′(zl) (BP2)

An equation for the rate of change of the cost with respect to any weight in the network :
∂C

∂wl
jk

= al−1
k δl

j (BP3)

The backpropagation algorithm outputs the gradient of the cost function relatively to
weights in the network. The backpropagation algorithm goes as follow :

1. Input x : Set the corresponding activation a1 for the input layer.
2. Feedforward : For each l = 2, 3, . . . , L compute zl = wlal−1 and al = σ(zl)
3. Output error δL : Compute the vector δL = ∇aC � σ′(zL)
4. Backpropagate the error : For each l = L− 1, L− 2, . . . , 2 compute
δl = ((wl+1)T δl+1)� σ′(zl)

5. Output : The gradient of the cost function is given by ∂C
∂wl

jk

= al−1
k δl

j

In order for the network to learn, we must combine the backpropagation algorithm with
a weight update rule, usually gradient descent. Suppose we have a dataset D containing
labeled inputs. One learning algorithm goes as follow :

1. For each training example x in D
1.1. Compute the gradient of the cost function ∂C

∂wl
jk

via the backpropaga-
tion algorithm

1.2. Gradient descent : Update the weights according to the rule wl ← wl−λ ∂C
∂wl

for each l = L,L− 1, . . . , 2 (with λ ∈ R the learning rate)
This algorithm where we update the weight at each inputs feed is called online learning,
there is other algorithms where we update the weight after the pass of a subset of the
dataset (mini-batch learning), or after the pass of the entire dataset.

One of the cost function one might use is the cross-entropy function (one other popular
technique imply the use of the softmax function). The cross-entropy function computes
the cost as

C = −y ˙log(aL)
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with y the desired output.

Convolutional neural networks. Convolutional neural networks (CNN) is a class
of deep, feed-forward artificial neural networks that are characterized by the use of
Convolutional Layers. These layers can learn translation invariant features, and that
explain why they are mainly used for analyzing images (classification, generation, ..). In
fact, to put it simply, a cat is still a cat wether it is in the top-left or the bottom-right
of a picture. Image classification is the most common application of CNN, that is to say,
the input of the neuron is an image, and the output is a label (for example : a word). For
example, a trained CNN is able to recognize if an image is a picture of a cat or a dog.
A convolutional neural network is usually composed of a combination of convolutional
layers and pooling layers used to learn features, and at the end of the network, a fully-
connected layer used to perform classification.

Figure 4 – A convolutional neural network

In this kind of network, images are represented by 3D-tensors (Height × Width ×
Nchannels), where Nchannels is the number of channels in the image, usually 1 for black
and white images, 3 for RGB images (one for each color channel).
A convolutional layer is characterized by a set of filters. The filter has same number of
layers as input volume channels, and output volume has same “depth” as the number of
filters.
A convolutional layer has K filters, a spatial extent of F , a stride S and the amount of
zero-padding P , it accepts an input of size H1×W1×D1 and produces an output of size
H2 ×W2 ×D2 with H2 = (H1 − F + 2P )/S + 1,W2 = (W1 − F + 2P )/S + 1, D2 = K.
The convolutional layer computes a convolution operation over the input, by taking a
subset of the input and applying convolution with the filter of size F × F × D1, and
then sliding the subset of the image by S, using zero-padding of size P , for each of the
K filters.
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Figure 5 – Convolutional operation withK = 2, F = 3, S = 2, P = 1 - Step 1 (Stanford
course Introduction to Convolutional Neural Networks)

Figure 6 – Convolutional operation K = 2, F = 3, S = 2, P = 1- Step 2 (Stanford
course Introduction to Convolutional Neural Networks)
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After applying the convolution operation, the output of the convolutional layer is
usually activated with the activation function ReLU : R → [0,+∞[

x 7→ max(0, x) .
A pooling layer applies a non-linear downsampling on an activation map produced by

a convolutional layer. It accept an input of size H1 ×W1 ×D1 and produces an output
of size H2 ×W2 ×D2 with H2 = (H1 − F )/S + 1,W2 = (W1 − F )/S + 1, D2 = D1. This
layer computes a fixed function of the input, usually max or average.

Figure 7 – Pooling operation with F = 2, S = 2 (Stanford course Introduction to
Convolutional Neural Networks)

We can actually see that, after learning, convolution filters detect similar patterns as
the one seen in the human biological visual systems. Higher level features (like faces) are
detected in the last hidden layers, and lower level features (oriented bars) are detected
in the first hidden layers.
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Figure 8 – Filters visualization in an image classification CNN (Stanford course Convo-
lutional Neural Networks (lecture 7) by Fei-Fei Li, Andrej Karpathy & Jus-
tin Johnson)

2 Convolutional neural networks : A C++
implementation

The goal of this project will be to implement a convolutional neural network archi-
tecture from scratch in C++11, with the possibility to modify hyperparameters, the
implementation of learning algorithms, the implementation of tools to measure the per-
formance of the network and the test of the performance on the MNIST dataset (one
of the most common handwritten digits images databases). Other applications may also
be developed, including music generation (maybe adding recurrent connexions).

The project might be split in :
— DATABASE HANDLING (AND EVENTUALLY CREATION)
• Load the MNIST dataset
• Image manipulation and turning raw-data into data with the right
type and shape for the network
• Building mini-batch, eventually using a deque class
• Creating a database of .MID files
• .MID audio file manipulation
• Turning .MID to data with the right type and shape for the network, or .MID
to images

— LINEAR ALGEBRA ON 2-D, 3-D, 4-D
• Matrix class
• 3-D tensor class (Height × Width × Depth)
• 4-D tensor class (Number of images × Height × Width × Depth)

— A CNN CLASS
• taking in input a list of layers
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• a forward function, performing a forward pass to the network by
looping through the list of layers
• a train function, training the network by using the backpropagation
algorithm
• Dropout and Hyperparameters optimization techniques

— LAYERS CLASSES (CONVLAYER, POOLLAYER, FCLAYER)
• For each layer class : a forward function and a forward_train func-
tion, computing forward pass (convolution for ConvLayer, pooling
operation for PoolLayer, matrix multiplication for FCLayer)
• For each layer class : a layer_err and grad function, computing the
layer error and the gradient
• For each layer class : a backward function computing the backwarded
error for layer i− 1
• For each layer class : an update function updating the weight of the
layer according to an update rule

— BACKPROPAGATION ALGORITHM
• Implementation of the backpropagation algorithm

— PLOTS AND PERFORMANCE ANALYSIS
• Plot learning curves
• Plot filters
• Other plots and performance measures ..
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